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Abstract 
Nolte and colleagues (e.g. Nolte et al. Proc. of the 8th IEEE Real-Time and Embedded Technology 

and Applications Symposium, San Jose, California. 2002) have described an approach which aims 

to reduce the impact of bit stuffing in networks employing the Controller Area Network (CAN) 

protocol.  In this paper, we explore the impact of the Nolte technique on a set of general - random – 

CAN data and show that, as expected, the reduction in the level of bit stuffing is minimal.  We go 

on to describe techniques for selectively applying the Nolte approach on a frame-by-frame or byte-

by-byte basis to these random data.  Using a case study, we then illustrate that a selective (byte-

based) application of the Nolte approach has the potential to significantly reduce the level of bit 

stuffing in practical applications without requiring a large increase in CPU or memory 

requirements. 
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1. Introduction 
The Controller Area Network (CAN) protocol is widely used in low-cost embedded systems (Farsi 

and Barbosa, 2000; Fredriksson, 1994; Thomesse, 1998; Sevillano et al., 1998).  The CAN protocol 

was introduced by Robert Bosch GmbH in the 1980s (Bosch, 1991).  Although originally designed 

for automotive applications, CAN is now being used in process control and many other industrial 

areas (Farsi and Barbosa, 2000; Fredriksson, 1994; Thomesse, 1998; Sevillano et al., 1998; Pazul, 

1999; Zuberi and Shin, 1995; Misbahuddin and Al-Holou, 2003).  As a consequence of its 

popularity and widespread use, most modern microcontroller families now include one or more 

members with on-chip hardware support for this protocol (e.g. Siemens, 1997; Infineon, 2000; 

Philips, 2004).   

 

The bit representation used by CAN is "Non Return to Zero” (NRZ) coding.  If  (for example) two 

CAN controllers are linked, then their clocks are synchronised by means of the data edges.  As a 

consequence, a CAN message contained a long sequence of identical bits, the clock in the CAN 

receiver may drift, with the consequent risk of message corruption (Farsi et al., 2000).  To eliminate 

the possibility of such a scenario, CAN incorporates a “bit stuffing” mechanism – at the physical 

layer - which operates as follows: when five identical bits (e.g. five 0s) have been transmitted on the 

bus, a bit of the opposite polarity is “stuffed” (transmitted) by the sender controller afterwards.  The 

receiver controller follows the reverse protocol and removes the stuffed bit, thereby restoring the 

original data stream.   

 

Whilst providing an effective mechanism for clock synchronization in the CAN hardware, the bit-

stuffing mechanism causes the frame length to become (in part) a complex function of the data 

contents. It is useful to understand the level of bit stuffing that this process may induce.  When 

using (for example) 8-byte data and standard CAN identifiers, the minimum message length will be 

111 bits (without bit stuffing) and the maximum message length will be 135 bits (with the worst-

case level of bit stuffing): see Nolte (2001) for details.  At the maximum CAN baud rate (1 

Mbit/sec), this translates to a possible variation in message lengths of 24 µs.   

 

Once transmission starts, a CAN message cannot be interrupted, and the variation in transmission 

times therefore has the potential to have a significant impact on the real-time behaviour of systems 

employing this protocol.  One key impact can be on system jitter behaviour: for example, Matheson 

(2004) suggests that jitter values between 1 µs and 120 µs can be expected for CAN-based 

networks.  The presence of significant jitter can have a detrimental impact on the performance of 



 

many distributed embedded systems.  For example, Cottet and David (1999) show that – during 

data acquisition tasks – jitter rates of 10% or more can introduce errors which are so significant that 

any subsequent interpretation of the sampled signal may be rendered meaningless.  Similarly Jerri 

(1977) has discussed the serious impact of jitter on applications such as spectrum analysis and 

filtering.   

 

Various studies have been carried out to explore ways of synchronising clocks in CAN-based 

networks. For example, Rodrigues et al (1998) describe a fault-tolerant clock-synchronisation 

algorithm for CAN. The algorithm is based on a posteriori agreement (Verissimo and Rodrigues, 

1992) and can offer a precision of 100 µs if the clock is synchronised once every 45 sec.  An 

alternative approach is described by Nolte et al. (2001 and 2002).  For example, Nolte et al. (2002) 

present a technique – based on encoding of the data transmitted on the CAN bus - in which the 

worst-case number of stuff-bits in a CAN message is reduced from 17 to 4, with a corresponding 

reduction in message-length variations.   

 

In this paper, we begin by considering the results from the Nolte studies (Nolte et al 2001 and Nolte 

et al 2002).  We seek to demonstrate that – while providing a significant jitter reduction for the data 

set considered in Nolte’s papers – the jitter reduction obtained is much less significant when a 

completely general (random) data set is considered.  We go on to describe techniques for selectively 

applying the Nolte approach on a frame-by-frame or byte-by-byte basis.  Using a case study, we 

seek to demonstrate that a selective (byte-based) application of the Nolte approach has the potential 

to significantly reduce the level of bit stuffing in practical applications without requiring a large 

increase in CPU or memory requirements. 

 

We begin the main body of this paper by describing the Nolte approach. 

2. The Nolte approach 
By analyzing 25000 CAN frames from an automotive system, Nolte et al. (2001) found that the 

probability of having a bit value of 1 (or 0) in the data section was not 50%.  More specifically, they 

observed that the probability of having consecutive bits of the same polarity was high, and that - 

therefore - the number of stuff bits is higher than would be expected with random data.  

 

To reduce the number of stuff-bits inserted by the CAN protocol, Nolte suggested a simple 

encoding scheme based on an XOR operation.  In this scheme, the data section of each CAN frame 

is XOR-ed with the bit-pattern 101010… (See Nolte et al., 2001 and Nolte et al., 2002 for more 



 

details). At the receiving end, the same bit operation is applied again, to extract the original data 

(see Figure 1).   

 

Original frame:     000000111110011000000111 … 

XOR with bit-mask:  101010101010101010101010 … 

Transmitted frame:  101010010100110010101101 … 

Figure 1: Encoding process for Nolte method. 

3. Impact of the Nolte method on a random CAN traffic 
As noted in Section 2, Nolte proposed the application of an XOR transform to reduce levels of bit 

stuffing in frames which were – in his application area – found to contain long sequences of 

identical bits.   

 

In a more general case, the data transmitted may not have the same characteristics.  Indeed, if we 

model a completely general CAN message using random data, then we would not expect to see a 

significant reduction in the level of bit-stuffing if the Nolte (XOR) transform is applied.  To 

illustrate this, we created 10 million pseudo-random data frames, each with eight data bytes.  The 

results from a simple analysis of these data are presented in Table 1.  

 

Table 1: Results from Nolte technique applied to random CAN frames. 

No. of frames 
exposed to CAN bit 

stuffing 

Maximum 
number of stuff-

bit 

Average 
number of 

stuff-bit 

8,932,166 10 2.27 

  

Table 1 shows that – of the 10,000,000 frames - a total of 8,932,166 (around 89%) would be subject 

to CAN bit stuffing.  In this data set, the maximum number of stuff bits (for any frame) was 10 and 

the average number of stuff bits (across all frames) was 2.27. 

 

Table 2 then illustrates what happens if we apply the Nolte approach to all of the frames in the data 

set: for ease of later reference, we will refer to this approach as “Nolte A”. 

 



 

Table 2: Results from Nolte technique applied to random CAN frames (Nolte A) 

Bit-stuffed 
frames 

Maximum. stuff 
bits 

Average stuff 
bits 

Reduction in 
frames  

Reduction in 
max bits 

Reduction in 
average bits 

8,931,642 10 2.27 0.006% 0% 0% 

 

In Table 2, “Reduction in frames” shows the reduction in the number of frames which are subject to 

bit stuffing after Nolte A is applied: in this case, the result is small (0.006%).  Similarly, the 

reductions in the maximum number of stuff bits (0%) and the average number of stuff bits (0%) are 

also small.  Overall, we can conclude that Nolte A is having a minimal impact on the level of bit 

stuffing for the random data. 

 

Table 3 shows the results obtained in response to an alternative application of the Nolte approach 

(which we will call “Nolte B”).  This table uses the same data set used in Table 2.  This time, 

however, the frames are tested individually before Nolte is applied: in situations where – for the 

whole frame – bit stuffing will not occur, the frame is transmitted unaltered.  Only where bit-

stuffing will be applied (to the “raw” frame) is the frame subject to an XOR transform. 

 

Table 3: Results from Nolte technique applied to random CAN frames (Nolte B) 

Bit-stuffed 
frames 

Maximum. stuff 
bits 

Average stuff 
bits 

Reduction in 
frames  

Reduction in 
max bits 

Reduction in 
average bits 

7,927,015 10 2.22 11.25% 0% 2.2% 

 

In this case, we note that “Reduction in frames” and reduction in the average number of stuff bits 

are larger after Nolte B is applied.  However, no reduction is obtained in the maximum number of 

stuff bits.  

 

Table 4 shows the results obtained in response to a third implementation of the Nolte approach 

(which we will call “Nolte C”).  This table again uses the same data set.  This time, however, each 

byte of data in each frame is tested individually before Nolte is applied: in situations where – for the 

byte – bit stuffing will not occur, the byte is transmitted unaltered.  Only where bit-stuffing will be 

applied is the byte subject to an XOR transform. 

 



 

Table 4: Results from Nolte technique applied to random CAN frames (Nolte C) 

Bit-stuffed 
frames 

Maximum. stuff 
bits 

Average stuff 
bits 

Reduction in 
frames  

Reduction in 
max bits 

Reduction in 
average bits 

5,638,654 6 1.39 36.87% 40% 38.77% 

 

In this case, we note that, against all the measures made here, there has been a reduction in the level 

of bit stuffing.  In this case, the “Reduction in frames” is approximately 37%.  The reductions in the 

maximum and average number of stuff bits are at similar levels. 

4. Case study: Practical application of the selective Nolte methods 
From the small study described in Section 3, we note that XOR transform suggested by Nolte has – 

as expected - little impact on the random data set.  However, by applying Nolte’s transform 

selectively (when required) we can significantly reduce the level of bit stuffing.  

 

Of course, the study outlined in Section 2 was highly artificial, and took no account of – for 

example – the need to transmit information about the encoding process to the receiver, to allow 

successful decoding of the data stream.  In this section, we present a small case study in which the 

selective Nolte methods (outlined in Section 3) are incorporated in an existing network protocol.   

4.1 Shared-clock (S-C) protocol 

The “shared-clock” (S-C) architecture (Pont, 2001) operates as follows (see Figure 2).  On the 

Master node, a conventional (co-operative or hybrid) scheduler executes and the scheduler is driven 

by periodic interrupts generated from an on-chip timer.  On the Slave nodes, a very similar 

scheduler operates.  However, on the Slaves, no timer is used: instead, the Slave scheduler is driven 

by interrupts generated through the arrival of messages sent from the Master node.   

 

Master Slave 2Slave 1 Slave N

Tick messages (from master to slaves)

Acknowledgement 
message 

Acknowledgement 
message 

Acknowledgement 
message 

 

Figure 2: Simple architecture of CAN-based shared-clock (S-C) scheduler. 

 



 

The S-C architecture provides an effective platform to try out the selective Nolte transforms 

because – when using such an architecture - there will be jitter in the timing of tasks on the Slave 

nodes if there is any variation in the time taken to send “tick” messages between the Master and the 

Slaves: such a variation in transmission times can arise due to CAN-based bit stuffing.  Figure 3 

below shows the impact on the Slave tick timing.    

 

 

Figure 3: Impact of frame length on the Slave tick in the S-C system. 

 

4.2 Applying the Nolte transforms in S-C architectures 

We describe how the selective Nolte methods were incorporated in the S-C architecture in this 

section. 

a) Network architecture 

The test platform used in this study had two nodes: one Master and one Slave.  Each node was 

based on a Phytec board, supporting a (16-bit) C167 microcontroller.  The oscillator frequency was 

20 MHz.  For this implementation, we ported the 8051 design from (Pont, 2001) to the C16x 

family.  The Keil C166 compiler was used (Keil Software, 1998). The network nodes were 

connected using a twisted-pair CAN link.  The CAN baudrate was 1 Mbit/sec.   

 

Note that, while 8-byte “Tick” messages were used, one byte was reserved for the Slave ID (see 

Pont, 2001): thus, in the studies considered here, up to 7 bytes of real data were transmitted. 

b) Nolte A 

In this method we XOR-ed every byte of the CAN data message (apart from the Slave ID) with the 

bit pattern 10101010.  In this method the maximum data bandwidth of eight bytes can be used. 

c) Nolte B 

In this method, we check each CAN frame and – if a sequence of five identical bits is detected - we 

XOR the whole frame with the bit mask (10101010 …).   

 



 

To allow decoding, we need only one bit to indicate whether the frame is masked or not.  To make 

best use of the available bandwidth, we used one bit in Byte 1 (which otherwise contains the Slave 

ID) to store the masking information.  Appropriate coding schemes were used to ensure that the bit 

stuffing was not introduced in the Slave ID byte (see Figure 4). 

 

Bit 1 Bit 2 Bit 3 Bit 4 Bit 5 Bit 6 Bit 7 Bit 8 

Slave ID Slave ID Masking 
info 

Slave ID Slave ID Slave ID Slave ID Slave ID 

0 0 1 or 0 0 0 0 1 0 

Figure 4: Layout for Byte 1 in Nolte B 

d) Nolte C 

In this method, we check the CAN frame on byte-by-byte basis, and once a byte contains a 

sequence of five identical bits is detected, this particular byte will be masked using Nolte bit-mask.  

 

To hold the masking information, we require 1 bit per byte of data.  In this case, we chose to use 6 

bytes for data, and therefore needed six bits.  However, it was necessary to ensure that these 6 bits 

did not themselves introduce bit stuffing.  We therefore (as with Nolte B) stored one bit of the 

Slave-ID byte to store decoding information, along with 5 bits (and appropriate padding) in the last 

CAN data byte (see Figure 5 - Figure 7).   

 
Byte 1 Byte 2 ----------------------------------------------------- Byte 7 Byte 8 

Slave ID + one 
bit for masking 

info 

Actual data Masking info 

Figure 5: Layout for data field in Nolte C 

 
Bit 1 Bit 2 Bit 3 Bit 4 Bit 5 Bit 6 Bit 7 Bit 8 

Adjustable 
based on 
the last bit 

Relevant 
to data 
byte 2 

Relevant 
to data 
byte 3 

Relevant 
to data 
byte 4 

Adjustable 
based on 
the last bit 

Relevant 
to data 
byte 6 

Relevant 
to data 
byte 7 

Adjustable 
based on 
the last bit 

Figure 6: Layout for Byte 8 in Nolte C 

 



 

Bit 1 Bit 2 Bit 3 Bit 4 Bit 5 Bit 6 Bit 7 Bit 8 

Slave ID Slave ID Relevant 
to data 
byte 5 

Slave ID Slave ID Slave ID Slave ID Slave ID 

Figure 7: Layout for Byte 1 in Nolte C 

For example, if Byte 8 equals to: 01010110 and Byte 1 equals to: 00100010, the receiving node will 

know that bytes 2, 4, 5, 6 and 7 were masked (Slave ID was again selected with extra care to avoid 

exposure to bit-stuffing: see Figure 4). 

4.3 Jitter measurement methodology 

In this study, we wished to measure the differences between the start time of “Task A” on the 

Master (the only task running on this node), and the start time of “Task B” on the Slave (the first of 

ten tasks running on this node)*.   

 

To make these measurements, a pin on the Master node was set “high” (for a short period) at the 

start of the Task A.  Similarly, a pin on the Slave was set low at the start of Task B.  The signals 

from these two pins were then AND-ed (using an 74LS08N chip: Texas Instruments, 2004), to give 

a pulse stream illustrated in Figure 8.  

 

 

 

 

 

 

 

Figure 8: Method used to measure the transmission time in the CAN system. 

In each set of results presented in this paper, 50,000 pulse widths (that is, the durations of 50,000 

message transmissions) were measured using the data set described in Section 4.4.  In each case, the 

width of the pulses was measured using a National Instruments data acquisition card ‘NI PCI-

6035E’ (National Instruments, 2004), used in conjunction with appropriate LabVIEW software 

(v7.1: LabVIEW, 2004).  The maximum, minimum and average message transmission times are 

reported.   

                                                 
*  The measured jitter in this case represents the jitter introduced by both the node-to-node communications and the 

scheduler.  However, the scheduler we used here had “reduced jitter” (see Nahas et al., 2004).  

1st transmission  

period 

3rd transmission  

period 

2nd transmission  

period 

From Master  

From Slave   

Output pulses 



 

To assess the jitter levels, we also report the average jitter and the difference jitter.  The difference 

jitter was obtained by subtracting the best-case (minimum) transmission time from the worst-case 

(maximum) transmission time from the measurements in the sample set.  The average jitter is 

represented by the standard deviation in the measure of average message transmission time.  

4.4 Data set 

These CAN messages used in this study were created from a total of 40,000 pseudo-random bytes 

of data which were produced using a desktop C program.  Each of the studies discussed in this 

paper used an identical data set as the basis of its CAN messages.  To support a larger (on going) 

study, the complete data set was split into five sets, each containing 8,000 bytes.   

 

In each experiment described here, one of the five data sets was stored in an array in the Master 

node, allowing the generation of up to 1,000 “random” CAN frames.  We sent each of these frames 

ten times and measured the results (that is, we sent 10,000 messages).  We repeated each of these 

studies five times, using a different data set in each case.  In total, therefore, 50,000 messages were 

transmitted (and measured) in each study.   

4.5 Task jitter from the three methods of Nolte on a S-C design  

To provide a meaningful comparison, we measured the jitter for the following protocols: 

1. Original data without masking (with 8 data bytes† in CAN message) 

2. Original data without masking (7 data bytes) 

3. Nolte A (8 data bytes) 

4. Nolte A (7 data bytes) 

5. Nolte B (8 data bytes) 

6. Nolte B (7 data bytes)  

7. Nolte C (7 data bytes‡) 

 

The results from all methods are shown in Table 5 and Table 6, and then compared in Figure 9. 

Note that all values are in microseconds and presented at the maximum CAN baudrate (1 Mbit/s).  

                                                 
†  In each case, the “data bytes” include the Slave ID (byte) used in the S-C protocol.  Thus, when we – for example - 

transmit “8 data bytes” we are sending 7 bytes of “real” user data plus 1 byte of Slave ID: see Section 4.2 and Pont 
(2001). 

‡  In the case of Nolte C, we transmit 8 bytes of CAN data.  However, 1 byte is required to store the decoding 
information so that only 6 bytes of “real” user data are transmitted, plus 1 byte for the Slave ID.  For comparison 
with the other methods, we view this as a “7-byte” method. 



 

Table 5: Results from 8-byte methods.  

 Original Nolte A Nolte B Nolte C 

Min transmission time 167.4 167.4 167.9 ---- 

Max transmission time 177.6 177.5 177.9 ---- 

Average transmission time 171.7 171.6 171.8 ---- 

Difference jitter 10.2 10.1 10 ---- 

Average jitter 1.5 1.4 1.5 ---- 

 
 

Table 6: Results from 7-byte methods. 

 Original Nolte A Nolte B Nolte C 

Min transmission time 157.5 157.4 157.8 165 

Max transmission time 166.6 166.4 166.9 172.1 

Average transmission time 160.4 160.6 161 167.1 

Difference jitter 9.1 9 9.1 7.1 

Average jitter 1.4 1.3 1.4 1.2 
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Figure 9: Jitter levels from all methods described above. 

 

From the tables and graph, we can see that the jitter levels were not improved by applying the 

Nolte A or Nolte B methods on the random CAN data.  However, the Nolte C method did help to 

substantially reduce the impact of CAN bit stuffing.  The minimum level of (difference) jitter 

measured here was approximately 7 µs, compared to a figure of 9-10 µs with the original (raw) 

data.   



 

4.6 Memory and CPU requirements 

In many embedded designs, memory and CPU resources are limited.  It is therefore important to 

understand the cost (in terms of resource requirements) of implementing these methods.  

 

For each method, the average duration of the encoding and decoding processes was measured in 

hardware using LabVIEW measurement tools.  For each case, 1000 samples were recorded and then 

averaged to give the values presented in Table 7. 

 

Table 7: CPU load imposed by the three methods of Nolte technique. 

  Encoding process 
(ms) 

Decoding process 
(ms) 

Nolte A 0.0158 0.0157 

Nolte B 0.2457 0.0144 

Nolte C 0.2896 0.0218 

 

From the values shown in the table, the Nolte C encoding scheme required a CPU overhead of 

approximately 0.3 ms on this hardware platform. 

 

The data and code memory requirements for all methods considered here are shown in Table 8.  

 

Table 8: Memory requirements for all methods described here.  

   Master Slave  

 Data  
(Bytes) 

ROM 
(Bytes) 

RAM 
(Bytes) 

ROM 
(Bytes) 

RAM 
(Bytes) 

8 1610 32 1590 108 Original 
  7 1582 31 1574 106 

8 1632 32 1616 108 Nolte A 
  7 1608 31 1596 106 

8 1986 40 1632 108 Nolte B 
  7 1962 39 1612 106 

Nolte C 7 1854 35 1650 108 

 

As a summary, to implement Nolte C on a C167 microcontroller, we required an extra 4 data bytes 

(RAM) and 272 code bytes (ROM) for the encoding process.  The decoding process required no 

extra data bytes and 76 extra code bytes.  To put these figures in context, each C167 processor used 

in this study has 2 kbytes of on-chip RAM and 32 kbytes of on-chip ROM (Infineon, 2000). 



 

5. Discussion and conclusion  
In this paper, we have explored the impact of the techniques proposed by Nolte et al. on a set of 

general - random – CAN data and shown that, as expected, the reduction in the level of bit stuffing 

is minimal.  We then described techniques for selectively applying the Nolte approach on a frame-

by-frame (“Nolte B”) or byte-by-byte (“Nolte C”) basis to these random data.  In a case study – 

using 7 bytes of random data – we showed that the overall reduction in jitter (arising from bit 

stuffing) was approximately 22% when Nolte C was applied.  

 

The CPU and memory load imposed by all methods used in this study were also considered.  

Examining the results presented in Section 4.6, we can see that the modifications to the original 

Nolte method have resulted in a comparatively small increase in CPU and memory requirements.  

However, a CAN bandwidth reduction of 12.5% (as a result of the need to transmit encoding 

information with each message) must also be taken into account when deciding whether to employ 

these techniques.  

 

Finally, we note that other approaches can also be used to reduce variations in the transmission 

times of CAN messages: for example, in a recent study, we explored the effectiveness of "software" 

bit stuffing as an alternative solution (see Nahas et al., 2005, for further details). 
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Abstract 

This paper is concerned with the production of embedded systems with minimal resource 

requirements and highly predictable patterns of behaviour.  Our particular concern is with 

levels of jitter in the start times of the pre-emptive task in systems implemented using a 

“time-triggered hybrid” (TTH) software architecture.  We introduce a technique - “planned 

pre-emption” – which is intended to reduce this jitter level.  We go on to present results from 

an initial study which suggest that the use of planned pre-emption can reduce jitter in the pre-

emptive task by a factor of 5 (or more), when compared to the original TTH architecture.   
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1. Introduction 

This paper is concerned with the scheduling of tasks in low-cost embedded systems where 

predictable behaviour is a key design consideration.  In such systems, the possible scheduling 

options may be distinguished by considering the manner in which the execution of tasks is 

triggered.   For example, if all the tasks are invoked by aperiodic events (typically 

implemented as hardware interrupts) the system may be described as ‘event triggered’ 

(Nissanke, 1997).  Alternatively, if all the tasks are invoked periodically (say every 10 ms), 

under the control of a timer, then the system may be described as ‘time triggered’ (Kopetz, 

1997).  The nature of the tasks themselves is also significant.  If the tasks, once invoked, can 

pre-empt (or interrupt) other tasks, then the system is said to be ‘pre-emptive’; if tasks cannot 

be interrupted, the system is said to be co-operative (or “non-preemptive”). 

 

When compared to pre-emptive schedulers, co-operative schedulers have a number of 

desirable features, particularly for use in safety-related systems (Allworth, 1981; Ward, 1991; 

Nissanke, 1997; Bate, 2000).  For example, Bate (2000) identifies the following four 

advantages of co-operative scheduling: [1] The scheduler is simpler; [2] The overheads are 

reduced; [3] Testing is easier; [4] Certification authorities tend to support this form of 

scheduling. 

 

One of the simplest implementations of a co-operative scheduler is a cyclic executive (e.g. 

see Baker and Shaw, 1989; Locke, 1992): this is one form of time triggered, co-operative 

(TTC), architecture.  Provided that an appropriate implementation is used TTC architectures 

are a good match for a wide range of applications.  For example, we have previously 

described in detail how these techniques can be applied in various automotive applications 

(e.g. Short and Pont, 2005; Ayavoo et al., 2004), a wireless (ECG) monitoring system 

(Phatrapornnant and Pont, in press), various control applications (e.g. Bautista et al., 2005; 

Edwards et al., 2004; Key et al., 2004), and in data acquisition systems, washing-machine 

control and monitoring of liquid flow rates (Pont, 2002). 

 

Despite having many excellent characteristics, a TTC solution will not always be appropriate.  

The main problem with this architecture is that long tasks will have an impact on the 

responsiveness of the system.  This concern is succinctly summarised by Allworth: “[The] 

main drawback with this [co-operative] approach is that while the current process is 

running, the system is not responsive to changes in the environment.  Therefore, system 



 

                                                

processes must be extremely brief if the real-time response [of the] system is not to be 

impaired.” (Allworth, 1981).  We can express this concern slightly more formally by noting 

that if the system must execute one or more tasks of (worst-case) execution time e and also 

respond within an interval t to external events then, in situations where t < e, a pure co-

operative scheduler will not generally be suitable.1   

 

When there is a mismatch between task execution times and system response times, it is 

tempting to opt immediately for a full pre-emptive design: indeed, some studies seem to 

suggest that this is the only alternative.  For example, Locke (1992) - in a widely cited 

publication - suggests that “traditionally, there have been two basic approaches to the 

overall design of application systems exhibiting hard real-time deadlines: the cyclic executive 

… and the fixed priority [pre-emptive] architecture.” (p.37).  More recently Bate (1998) 

compared cyclic executives and fixed-priority pre-emptive schedulers (exploring, in greater 

depth, Locke’s study from a few years earlier).   Other researchers have also decided not to 

consider cyclic executives, but for different reasons.  For example, according to Liu and Ha, 

(1995): “[An] objective of reengineering is the adoption of commercial off-the-shelf and 

standard operating systems.  Because they do not support cyclic scheduling, the adoption of 

these operating systems makes it necessary for us to abandon this traditional approach to 

scheduling.” 

 

However, there are other design options available.  For example, we have previously 

described ways in which support for a single, time-triggered, pre-emptive task can be added 

to a TTC architecture, to give we have called a “time-triggered hybrid” (TTH) scheduler 

(Pont, 2001).  This architecture is illustrated in Figure 1.  This figure shows the situation 

where a short pre-emptive task is executed every millisecond, while a co-operative task (with 

a duration greater than 1 ms) is “simultaneously” executed every 3 milliseconds.   

 
1  Please note that in this paper we are concerned with situations in which it can be determined at the time of 

system design that t < e.  In some situations, a system error (e.g. sensor failure) may cause a task to 
overrun at run time.  This problem (which may apply with both TTC and TTH schedulers, and others) can 
be addressed with an appropriate form of “task guardian”.  Task guardians are not considered in the 
present paper: please refer to Hughes and Pont (2004) for further information about this topic. 
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Figure 1: Illustrating the operation of a TTH scheduler.  See text for details. 

 

Overall, as we have previously discussed at length (Pont, 2001) a TTH scheduler combines 

the features of pre-emptive and co-operative schedulers, without requiring complex 

mechanisms for dealing with shared resources.  As such, this simple but flexible architecture 

has the potential to “bridge the gap” between pure TTC implementations (such as cyclic 

executives) and full pre-emptive schedulers. 

 

However, while a TTH architecture may serve as a cost-effective replacement for a full pre-

emptive design in some circumstances, both solutions are susceptible to jitter.  Jitter can have 

a very serious impact on systems in which a TTH design might otherwise be highly 

appropriate.  For example, Cottet and David (1999) show that – during data acquisition tasks 

– jitter rates of 10% or more can introduce errors which are so significant that any subsequent 

interpretation of the sampled signal may be rendered meaningless.  Similarly Jerri (1977) 

discusses the detrimental impact of jitter on applications such as spectrum analysis and 

filtering.  Also, in control systems, jitter can greatly degrade the performance by varying the 

sampling period (Torgren, 1998; Mart et al., 2001).   

 

In this paper, we discuss a solution to the problem of jitter in TTH designs using an approach 

which we refer to as “planned pre-emption”: such an approach is only possible with time-

triggered architectures. 

 

This paper is organised as follows.  In Section 2 we discuss two possible ways in which a 

time triggered hybrid scheduler can be implemented.  In Section 3 we compare the 

performance of the different types of hybrid schedulers, considering the jitter produced by 

each.  In Section 4, we propose a technique for jitter reduction, and we explain how such an 

approach can be implemented in two practical TTH schedulers.  In Section 5, we demonstrate 

 



 

the effect of the new technique on the jitter levels observed in the two scheduler 

implementations.  Our conclusions are presented in Section 6. 



 

2. Implementing a TTH scheduler 

In this section we will discuss two possible ways in which a time triggered hybrid scheduler 

can be implemented. 

a) A TTH-SL scheduler 

The first implementation we will consider here is a hybrid “super loop” scheduler (TTH-SL 

scheduler).   

 

During normal operation of this system, the first function to be run (after any startup code) is 

main().  Function main()will start an endless while loop (see Listing 1), in which the co-

operative task(s) will be executed in a sequential manner.   

 
while (1)     

   { 

   C_Task(); 

   // Execute other co-operative tasks (as required) 

   } 

 

void P_Dispatch_ISR(void)   

   { 

   P_Task(); 

   } 

Listing 1: A simple implementation of a “TTH-SL” scheduler 

In “parallel” with this activity, a timer-based interrupt occurs every millisecond (in typical 

implementations) and invokes the ISR P_Dispatch_ISR().  P_Dispatch_ISR() then 

directly calls the pre-emptive task, which we will assume is called P_Task(): see Listing 1.  

Once the pre-emptive task is complete it returns control to the co-operative task which has 

been interrupted, and that task continues its execution from the point of interruption.   

 

An overview of the architecture of this scheduler is shown in Figure 2. 

 



 

 

Figure 2: TTH-SL Scheduler Flowchart 

In this architecture, the processor time is used to its maximum capacity as the co-operative 

tasks will be executed endlessly.   

b) A more complete TTH Scheduler 

We refer to the second (more complete) scheduler implementation considered in this paper 

simply as a “TTH Scheduler”. 

 

During normal operation of the systems using the TTH Scheduler architecture, function 

main() runs an endless while loop (see Listing 2) from which the function C_Dispatch() 

is called: this in turn launches the co-operative task(s) currently scheduled to execute.  Once 

these tasks are completed, C_Dispatch() calls Sleep(), placing the processor into a 

suitable “idle” mode.  
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while (1)            

   { 

   C_Dispatch();      // Dispatch Co-op tasks 

   } 

 

void C_Dispatch (void)     

   { 

   // Go through the task array 

   // Execute “C_Task()” when due to run 

   // Execute other co-operative tasks (as required) 

 

   // The scheduler may enter idle mode at this point  

   Sleep();         

   } 

 

void P_Dispatch_ISR(void)  // ISR 

   { 

   P_Task();               // Dispatch pre-emptive task 

   } 

Listing 2: TTH Scheduler 

In parallel with this activity, a timer-based interrupt occurs every millisecond (in typical 

implementations) which invokes the ISR P_Dispatch_ISR().  P_Dispatch_ISR() then 

calls the pre-emptive task: see Listing 2.  

 

An overview of the architecture of this scheduler is shown in Figure 3. 
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Figure 3: TTH Scheduler Flowchart 

3. Jitter assessment for the TTH-SL Scheduler and TTH Scheduler 

In this section we will consider and compare the performance of the TTH-SL and the TTH 

architectures, in terms of the jitter produced. 

b) Platform 

For the studies described in this paper, we used an ARM7 platform: the specific processor 

used was the Philips LPC2129.  The LPC2129 is a 32-bit microcontroller with an ARM7-

core which can run – under control of an on-chip phase-locked loop (PLL) – at frequencies 

from 10 MHz to 60 MHz (Philips, 2004).  For the purposes of this paper, the LPC2129 was 

mounted on a Keil MCB2129 evaluation board.   

 

The compiler used was the ARM GCC 3.4.1 operating in Windows by means of Cygwin (a 

Linux emulator).  The IDE used was the Keil ARM development kit. 

c) Methodology 

To compare the jitter produced by the TTH-SL and the TTH architectures, we conducted a 

series of tests using the platform described in the previous section.  In this initial study, we 

used dummy tasks to represent both the pre-emptive and the co-operative tasks: these 

consisted of simple “for loop” delays. 

 

We wanted to measure the differences between the start time of one execution of the dummy 

task, and the start time of the next execution of the same task.  To make these measurements, 
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a pin on the ARM7 microcontroller was set “high” (for a short period) at the start of the 

dummy task, and then set “low” before the next execution of the task.  The widths of the 

resulting pulses was measured using a National Instruments data acquisition card ‘NI PCI-

6035E’ (National Instruments, 2004), used in conjunction with appropriate software 

(LabVIEW, 2004).  The resolution of the timing measurements was 0.1 µs. 

 

In each study, 50000 consecutive pulse widths were measured to give the results presented in 

this paper. 

d) Results 

The measurements described in the previous section produced the results shown in Table 1. 

 

 TTH-SL Scheduler TTH Scheduler 

Max time (s) 0.0010002 0.0010004 

Min time (s) 0.0009997  0.0009996 

Avg time (s) 0.0001000 0.0001000 

Std dev (s) 0.0000002 0.0000001 

Jitter (s) 0.0000005 0.0000008 

Table 1: Jitter results using dummy tasks. 

The results in Table 1 show that there are variations in the pulse widths measured: these 

variations correspond to jitter in the task timings.  In this study, it was found that both the 

TTH-SL architecture and the TTH architecture produced measurable levels of jitter.   

d) Discussion 

When a timer interrupt occurs, the processor must complete the current instruction before 

servicing the interrupt.  In the TTH-SL architecture, the jitter occurs because different 

instructions take different periods of time to complete and – therefore – the time taken to 

respond to the timer interrupt is variable.  In addition, when using the TTH scheduler, the 

processor will – sometimes - be in “idle” mode when the timer interrupt occurs: leaving idle 

mode is expected to take longer than any “conventional instruction”, and we see evidence of 

this in the results obtained. 



 

                                                

3. The TTHj architecture 

In this section, we consider a simple “planned pre-emption” mechanism which is expected to 

reduce the level of jitter observed in TTH designs. 

a) Overview of the approach 

As we noted in Section 3c, jitter in TTH designs is inevitable, since the time taken to respond 

to interrupts varies depending on the state of the processor at the time of the interrupt.  In the 

TTC architecture (Pont, 2001) such jitter is not observed, because the processor is – in 

normal circumstances - always in the same (idle) state when the timer interrupt occurs. 

 

Because the TTH architecture is time triggered, we know when the next pre-emptive task is 

due to execute: this allows us to implement a “planned pre-emption” scheme.  Specifically, in 

this case, we aim to reduce the jitter level by ensuring that the processor is always in idle 

mode when the pre-emptive task is due to be dispatched.  We do this (in the present 

implementation) by using a second timer to trigger a “Sleep” ISR, putting the processor into 

idle mode just before the timer overflow (linked to the dispatch of the pre-emptive task) is 

triggered. 

b) A TTHj-SL Scheduler 

We first consider how we can incorporate the second timer in the TTH-SL Scheduler, 

resulting in what we will refer to here as a “TTHj-SL Scheduler”. 

 

During the operation of the system using the TTHj-SL architecture, the function main() 

starts an endless while loop (see Listing 3), in which the co-operative tasks are executed in a 

sequential manner.  In parallel with this execution, a timer-based interrupt occurs every 

millisecond (in typical implementations) which invokes P_Dispatch_ISR().  

P_Dispatch_ISR() starts the “idle timer” which will overflow after around 90%2 of the 

interval between “pre-emptive ticks” has elapsed.  After this, the pre-emptive task is 

executed.   

 

After the pre-emptive task completes its execution, control returns to the co-operative task 

list, where it will remain until the idle timer overflows: the ISR associated with this overflow 

 
2  The precise timing will depend on the scheduler overhead, which will – in turn – depend on the CPU 

performance of the processor used.  



will place the system in idle mode, where it will remain until the timer for the pre-emptive 

task overflows, and P_Dispatch_ISR() is called once again. 
 

while (1)       

   { 

   C_Task(); 

   // Execute other co-operative tasks (as required) 

   } 

 

void P_Dispatch_ISR(void)    

   { 

   ITimer();         // Start idle timer 

   P_Task();         // Dispatch pre-emptive task 

   } 

 

void Idle_Timer_ISR(void)    

   { 

   Sleep();         // Enter idle mode 

   } 

 

Listing 3: TTHj-SL scheduler 

An overview of the architecture of this scheduler is shown in Figure 4. 

 

 

 

Figure 4: TTHj-SL scheduler Flowchart 
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c) The TTHj Scheduler 

We next consider how we can incorporate the second timer in the TTH Scheduler 

architecture, resulting in what we will refer to here as a “TTHj Scheduler”. 

 

During the operation of the system using the TTHj Scheduler architecture, the function 

main() starts an endless while loop (see Listing 4), in which the function C_Dispatch() 

executes the co-operative task(s) scheduled to be run.   
 

while (1)             

   { 

   C_Dispatch();   

   } 

 

void C_Dispatch (void)     

   { 

   // Go through the task array 

   // Execute “C_Task()” when due to run 

   // Execute other co-operative tasks (as required) 

 

   // The scheduler may enter idle mode at this point  

   Sleep();         

   } 

 

void P_Dispatch_ISR(void)    

   { 

   ITimer();         // Start idle timer 

   P_Task();         // Dispatch pre-emptive task 

   } 

 

void Idle_Timer_ISR(void)    

   { 

   Sleep();         // Enter idle mode 

   } 

Listing 4: TTHj Scheduler 

A timer-based interrupt occurs every millisecond (in typical implementations) and invokes 

P_Dispatch_ISR().  P_Dispatch_ISR() starts the “idle timer” which will – as with the 

TTHj-SL Scheduler - overflow after around 90% of the interval between “pre-emptive ticks” 

has elapsed.  After this, P_Task() is executed.   



 

After the pre-emptive task completes its execution, control returns to the co-operative task 

list, where it will remain until the idle timer overflows, as with the TTHj-SL architecture.  

 

An overview of the architecture of this scheduler is shown in Figure 5. 

 

 

 

Figure 5: TTHj scheduler Flowchart  

5. Comparing the jitter performance of TTH and TTHj architectures 

In this section we will discuss and compare the performance of the TTH and the TTHj 

architectures, in terms of the jitter produced. 

d) Platform 

The platform used was as described in Section 3.a. 

e) Methodology 

The methodology used was as described in Section 3.b. 

f) Results 

The measurements described in the previous section produced the results shown in Table 2: 

 

Task 1 

Task n 

Task 2 

1=1 

Start 

Will never reach here 

Scheduler 

Timer 

Tick 

Yes No 

JTimer 

Dispatcher Overflow 

Sleep 

Run JTimer 

Pre-emptive 

Task 



 

 TTH-SL Scheduler TTHj-SL Scheduler TTH Scheduler TTHj Scheduler 

Max time (s) 0.0010002 0.001000 0.0010004 0.001000 

Min time (s) 0.0009997 0.0009999 0.0009996 0.0009999 

Avg time (s) 0.0001000 0.0001000 0.0001000 0.0001000 

Std dev (s) 0.0000002 0.0000000 0.0000001 0.0000000 

Jitter (s) 0.0000005 0.0000001 0.0000008 0.0000001 

Table 2: Jitter results using dummy tasks. 
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Figure 6: Jitter produced for dummy tasks 

g) Discussion 

The results above show that using planned pre-emption significantly reduces jitter observed 

in the start times of pre-emptive tasks (when compared with the original TTH scheduler 

implementations).   

 

This improvement in performance requires a small increase in the system (source code) size. 



 

4. Conclusions 

This paper has been concerned with the production of embedded systems with minimal 

resource requirements and highly predictable patterns of behaviour.  Our particular focus was 

on the levels of jitter in the start times of the pre-emptive task in systems implemented using 

a “time-triggered hybrid” (TTH) software architecture.  We have introduced a technique - 

“planned pre-emption” – which is intended to reduce this jitter level, and demonstrated the 

effectiveness of this approach in a simple example.  Overall, based on the results obtained 

here, the use of planned pre-emption can reduce jitter in the pre-emptive task by a factor of 5 

(or more), when compared to the original TTH architecture.   
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Abstract 

We have previously described a “language” consisting of more than seventy patterns.  This 

language is intended to support the development of reliable embedded systems: the particular 

focus of the collection is on systems with a time triggered co-operative (TTC) system 

architecture.  We have been assembling this collection for almost a decade.  As our 

experience with the collection has grown, we have begun to add a number of new patterns 

and revised some of the existing ones.  As we have worked with this collection, we have felt 

that there were ways in which the overall architecture could be improved in order to make the 

collection easier to use, and to reduce the impact of future changes.  This paper briefly 

describes the approach that we have taken in order to re-factor and refine our original pattern 

collection.  It goes on to describe some of the new and revised patterns that have resulted 

from this process.   
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1. Introduction 

We have previously described a “language” consisting of more than seventy patterns, which 

will be referred to here as the “PTTES Collection” (see Pont, 2001).  This language is 

intended to support the development of reliable embedded systems: the particular focus of the 

collection is on systems with a time triggered, co-operatively scheduled (TTCS) system 

architecture.  Work began on these patterns in 1996, and they have since been used in a range 

of industrial systems, numerous university research projects, as well as in undergraduate and 

postgraduate teaching on many university courses (e.g.  see Pont, 2003; Pont and Banner, 

2004).   

 

As our experience with the collection has grown, we have begun to add a number of new 

patterns and revised some of the existing ones (e.g.  see Pont and Ong, 2003; Pont et al., 

2004; Key et al., 2004).  Inevitably, by definition, a pattern language consists of an inter-

related set of components: as a result, it is unlikely that it will ever be possible to refine or 

extend such a system without causing some side effects.  However, as we have worked with 

this collection, we have felt that there were ways in which the overall architecture could be 

improved in order to make the collection easier to use, and to reduce the impact of future 

changes.   

 

This paper briefly describes the approach that we have taken in order to re-factor and refine 

our original pattern collection.  It goes on to describe some of the new and revised patterns 

that have resulted from this process. 

2. The new structure 

In the original PTTES collection, we labelled all parts of the collection as “patterns”.  We 

now believe it is more appropriate to divide the collection as follows:  

• Abstract patterns  

• Patterns, and,  

• Pattern implementation examples  

In this new structure, the “abstract patterns” are intended to address common design decisions 

faced by developers of embedded systems.  Such patterns do not – directly – tell the user how 

to construct a piece of software or hardware: instead they are intended to help a developer 



decide whether use of a particular design solution (perhaps a hardware component, a software 

algorithm, or some combination of the two) would be an appropriate way of solving a 

particular design challenge.  Note that the problem statements for these patterns typically 

begin with the phrase “Should you use a …” (or something similar).   

 

For example, in this report, we present the abstract pattern TTC PLATFORM.  This pattern 

describes what a time-triggered co-operative (TTC) scheduler is, and discusses situations 

when it would be appropriate to use such an architecture in a reliable embedded system.  If 

you decide to use a TTC architecture, then you have a number of different implementation 

options available: these different options have varying resource requirements and 

performance figures.  The patterns TTC-SL SCHEDULER, TTC- ISR SCHEDULER and TTC 

SCHEDULER describe some of the ways in which a TTC PLATFORM can be implemented.  

While documenting each of these “full” patterns, we refer back to the abstract pattern for 

background information.   

 

We take this layered approach one stage further with what we call “pattern implementation 

examples” (PIEs).  As the name might suggest, PIEs are intended to illustrate how a 

particular pattern can be implemented.  This is important (in our field) because there are great 

differences in system environments, caused by variations in the hardware platform (e.g.  8-

bit, 16-bit, 32-bit, 64-bit), and programming language (e.g.  assembly language, C, C++).  

The possible implementations are not sufficiently different to be classified as distinct 

patterns: however, they do contain useful information.   

 

Note that, as an alternative to the use of PIEs, we could simply extend each pattern with a 

large numbers of examples.  However, this would make the pattern bulky, and difficult to 

use.  In addition, new devices appear with great frequency in the embedded sector.  By 

having distinct PIEs, we can add new implementation descriptions when these are useful, 

without revising the entire pattern each time we do so.   

3. Overview of this paper 

This paper presents the abstract pattern TTC PLATFORM.  This is followed by a pattern (TTC-

SL SCHEDULER).  We also present a pattern implementation example (TTC-SL SCHEDULER 

[C, C167]). 

 



Figure 1 provides a schematic representation of the different pattern layers discussed in this 

paper. 

 

 

Figure 1: The three different types of pattern discussed in this paper 
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TTC PLATFORM 
{abstract pattern} 

Context 
• You are developing an embedded system. 

• Reliability is a key design requirement. 

Problem 
Should you use a time-triggered co-operative (TTC) scheduler as the basis of your embedded 

system? 

Background 
This pattern is concerned with systems which have at their heart a time-triggered co-operative 

(TTC) scheduler.  We will be concerned both with “pure” TTC designs - sometimes referred 

to as “cyclic executives” (e.g.  Baker and Shaw, 1989; Locke, 1992; Shaw, 2001) – as well as 

“hybrid” TTC designs (e.g.  Pont, 2001; Pont, 2004), which include a single pre-emptive task. 

 

We provide some essential background material and definitions in this section. 

Tasks 
Tasks are the building blocks of embedded systems.  A task is simply a labeled segment of 

program code: in the systems we will be concerned with in this pattern a task will generally 

be implemented using a C function1.   

 

Most embedded systems will be assembled from collections of tasks.  When developing 
systems, it is often helpful to divide these tasks into two broad categories: 

• Periodic tasks will be implemented as functions which are called – for example – every 
millisecond or every 100 milliseconds during some or all of the time that the system is 
active. 

• Aperiodic tasks will be implemented as functions which may be activated if a particular 
event takes place.  For example, an aperiodic task might be activated when a switch is 
pressed, or a character is received over a serial connection. 

 

Please note that the distinction between calling a periodic task and activating an aperiodic 

task is significant, because of the different ways in which events may be handled.  For 



example, we might design the system in such a way that the arrival of a character via a serial 

(e.g.  RS-232) interface will generate an interrupt, and thereby call an interrupt service 

routine (an “ISR task”).  Alternatively, we might choose to design the system in such a way 

that a hardware flag is set when the character arrives, and use a periodic task “wrapper” to 

check (or poll) this flag: if the flag is found to be set, we can then call an appropriate task 

Basic timing constraints 

For both types of tasks, timing constraints are often a key concern.  We will use the following 
loose definitions in this pattern: 

• A task will be considered to have soft timing (ST) constraints if its execution  
>= 1 second late (or early) may cause a significant change in system behaviour. 

• A task will be considered to have firm timing (FT) constraints if its execution  
>= 1 millisecond late (or early) may cause a significant change in system behaviour. 

• A task will be considered to have hard timing (ST) constraints if its execution  
>= 1 microsecond late (or early) may cause a significant change in system behaviour. 

 
Thus, for example, we might have a FT periodic task that is due to execute at times t = {0 ms, 

1000 ms, 2000 ms, 3000 ms, …}.  If the task executes at times t = {0 ms, 1003 ms, 2000 ms, 

2998 ms, …} then the system behaviour will be considered unacceptable. 

Jitter 
For some periodic tasks, the absolute deadline is less important than variations in the timing 

of activities.  For example, suppose that we intend that some activity should occurs at times: 

t = {1.0 ms, 2.0 ms, 3.0 ms, 4.0 ms, 5.0 ms, 6.0 ms, 7.0 ms, …}. 

 

Suppose, instead, that the activity occurs at times: 

t = {11.0 ms, 12.0 ms, 13.0 ms, 14.0 ms, 15.0 ms, 16.0 ms, 17.0 ms, …}. 

 

In this case, the activity has been delayed (by 10 ms).  For some applications – such as 

data, speech or music playback, for example – this delay may make no measurable 

difference to the user of the system. 

 

                                                                                                                                                        
1  A task implemented in this way does not need to be a “leaf” function: that is, a task may call (other) 

functions. 



However, suppose that – for a data playback system - same activities were to occur as 
follows: 

t = {1.0 ms, 2.1 ms, 3.0 ms, 3.9 ms, 5.0 ms, 6.1 ms, 7.0 ms, …}. 

 

In this case, there is a variation (or jitter) in the task timings.  Jitter can have a very 

detrimental impact on the performance of many applications, particularly those involving 

period sampling and / or data generation (such as data acquisition, data playback and control 

systems: see Torngren, 1998). 

 

For example, Cottet and David (1999) show that – during data acquisition tasks – jitter rates 

of 10% or more can introduce errors which are so significant that any subsequent 

interpretation of the sampled signal may be rendered meaningless.  Similarly Jerri (1977) 

discuss the serious impact of jitter on applications such as spectrum analysis and filtering.  

Also, in control systems, jitter can greatly degrade the performance by varying the sampling 

period (Torgren, 1998; Mart et al., 2001).   

Transactions 
Most systems will consist of several tasks (a large system may have hundreds of tasks, 

possibly distributed across a number of CPUs).  Whatever the system, tasks are rarely 

independent: for example, we often need to exchange data between tasks.  In addition, more 

than one task (on the same processor) may need to access shared components such as ports, 

serial interfaces, digital-to-analogue converters, and so forth.  The implication of this type of 

link between tasks varies depending on the method of scheduling that is employed: we 

discuss this further shortly. 

 

Another important consideration is that tasks are often linked in what are sometimes called 

transactions.  Transactions are sequences of tasks which must be invoked in a specific order.  

For example, we might have a task that records data from a sensor (TASK_Get_Data()), 

and a second task that compresses the data (TASK_Compress_Data()), and a third task that 

stores the data on a Flash disk (TASK_Store_Data()).  Clearly we cannot compress the 

data before we have acquired it, and we cannot store the data before we have compressed it: 

we must therefore always call the tasks in the same order: 



 
TASK_Get_Data() 
TASK_Compress_Data() 
TASK_Store_Data() 

 

When a task is included in a transaction it will often inherit timing requirements.  For 

example, in the case of our data storage system, we might have a requirement that the data 

are acquired every 10 ms.  This requirement will be inherited by the other tasks in the 

transaction, so that all three tasks must complete within 10 ms. 

Scheduling tasks 
As we have noted, most systems involve more than one task.  For many projects, a key 

challenge is to work out how to schedule these tasks so as to meet all of the timing 

constraints. 

 

The scheduler we use can take two forms: co-operative and pre-emptive.  The difference 

between these two forms is - superficially – rather small but has very large implications for 

our discussions in this pattern.  We will therefore look closely at the differences between co-

operative and pre-emptive scheduling. 

 

To illustrate this distinction, suppose that – over a particular period of time – we wish to 

execute four tasks (Task A, Task B, Task C, Task D) as illustrated in Figure 2. 

 

 A 

B 

C 

Time 

D 

 

Figure 2: A schematic representation of four tasks (Task A, Task B, Task C, Task D) which 
we wish to schedule for execution in an embedded system with a single CPU. 

We assume that we have a single processor.  As a result, what we are attempting to achieve is 

shown in Figure 3. 
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Figure 3: Attempting the impossible: Task A and Task B are scheduled to run 
simultaneously. 

In this case, we can run Task C and Task D as required.  However, Task B is due to execute 

before Task A is complete.  Since we cannot run more than one task on our single CPU, one 

of the tasks has to relinquish control of the CPU at this time. 

 

In the simplest solution, we schedule Task A and Task B co-operatively.  In these 

circumstances we (implicitly) assign a high priority to any task which is currently using the 

CPU: any other task must therefore wait until this task relinquishes control before it can 

execute.  In this case, Task A will complete and then Task B will be executed (Figure 4). 
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Figure 4: Scheduling Task A and Task B co-operatively. 

Alternatively, we may choose a pre-emptive solution.  For example, we may wish to assign a 

higher priority to Task B with the consequence that – when Task B is due to run – Task A 

will be interrupted, Task B will run, and Task A will then resume and complete (Figure 5). 
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Figure 5: Assigning a high priority to Task B and scheduling the two tasks pre-emptively. 

A closer look at co-operative vs.  pre-emptive architectures 
When compared to pre-emptive schedulers, co-operative schedulers have a number of 

desirable features, particularly for use in safety-related systems (Allworth, 1981; Ward, 1991; 

Nissanke, 1997; Bate, 2000).  For example, Nissanke (1997, p.237) notes: “[Pre-emptive] 

schedules carry greater runtime overheads because of the need for context switching - 

storage and retrieval of partially computed results.  [Co-operative] algorithms do not incur 

such overheads.  Other advantages of [co-operative] algorithms include their better 

understandability, greater predictability, ease of testing and their inherent capability for 



guaranteeing exclusive access to any shared resource or data.”.  Allworth (1981, p.53-54) 

notes: “Significant advantages are obtained when using this [co-operative] technique.  Since 

the processes are not interruptable, poor synchronisation does not give rise to the problem of 

shared data.  Shared subroutines can be implemented without producing re-entrant code or 

implementing lock and unlock mechanisms”.  Also, Bate (2000) identifies the following four 

advantages of co-operative scheduling, compared to pre-emptive alternatives: [1] The 

scheduler is simpler; [2] The overheads are reduced; [3] Testing is easier; [4] Certification 

authorities tend to support this form of scheduling. 

 

This matter has also been discussed in the field of distributed systems, where a range of 

different network protocols have been developed to meet the needs of high-reliability systems 

(e.g.  see Kopetz, 2001; Hartwich et al., 2002).  More generally, Fohler has observed that: 

“Time triggered real-time systems have been shown to be appropriate for a variety of critical 

applications.  They provide verifiable timing behavior and allow distribution, complex 

application structures, and general requirements.” (Fohler, 1999). 

Solution 
This pattern is intended to help answer the question: “Should you use a time-triggered co-

operative (TTC) scheduler as the basis for your reliable embedded system?” 

 

In this section, we will argue that the short answer to this question is “yes”.  More 

specifically, we will explain how you can determine whether a TTC architecture is 

appropriate for your application, and – for situations where such an architecture is 

inappropriate – we will describe ways in which you can extend the simple TTC architecture 

to introduce limited degrees of pre-emption into the design.   

 

Overall, our argument will be that – to maximise the reliability of your design – you should 

use the simplest “appropriate architecture”, and only employ the level of pre-emption that is 

essential to the needs of your application. 

When is it appropriate (and not appropriate) to use a pure TTC architecture? 
Pure TTC architectures are a good match for a wide range of applications.  For example, we 

have previously described in detail how these techniques can be in – for example - data 

acquisition systems, washing-machine control and monitoring of liquid flow rates (Pont, 

2002), in various automotive applications (e.g.  Ayavoo et al., 2004), a wireless (ECG) 



monitoring system (Phatrapornnant and Pont, 2004),  and various control applications (e.g.  

Edwards et al., 2004; Key et al., 2004). 

 

Of course, this architecture not always appropriate.  The main problem is that long tasks will 

have an impact on the responsiveness of the system.  This concern is succinctly summarised 

by Allworth: “[The] main drawback with this [co-operative] approach is that while the 

current process is running, the system is not responsive to changes in the environment.  

Therefore, system processes must be extremely brief if the real-time response [of the] system 

is not to be impaired.” (Allworth, 1981). 

 

We can express this concern slightly more formally by noting that if the system must execute 

one of more tasks of duration X and also respond within an interval T to external events 

(where T < X), a pure co-operative scheduler will not generally be suitable.   

 

In practice, it is sometimes assumed that TTC architecture is inappropriate because some 

simple design options have been overlooked.  We will use two examples to try and illustrate 

how – with appropriate design choices – we can meet some of the challenges of TTC 

development. 

Example: Multi-stage tasks 
Suppose we wish to transfer data to a PC at a standard 9600 baud; that is, 9600 bits per 

second.  Transmitting each byte of data, plus stop and start bits, involves the transmission of 

10 bits of information (assuming a single stop bit is used).  As a result, each byte takes 

approximately 1 ms to transmit. 

 

Now, suppose we wish to send this information to the PC: 
 
Current core temperature is 36.678 degrees 

 

If we use a standard function (such as some form of printf()) - the task sending these 42 

characters will take more than 40 milliseconds to complete.  If this time is greater than the 

system tick interval (often 1 ms, rarely greater than 10 ms) then this is likely to present a 

problem (Figure 6). 

 



Time

Rs-232 Task

System ‘ticks’  

Figure 6: A schematic representation of the problems caused by sending a long character 
string on an embedded system with a simple operating system.  In this case, sending the 

massage takes 42 ms while the OS tick interval is 10 ms.   

Perhaps the most obvious way of addressing this issue is to increase the baud rate; however, 

this is not always possible, and - even with very high baud rates - long messages or irregular 

bursts of data can still cause difficulties. 

 

A complete solution involves a change in the system architecture.  Rather than sending all of 

the data at once, we store the data we want to send to the PC in a buffer (Figure 7).  Every ten 

milliseconds (say) we check the buffer and send the next character (if there is one ready to 

send).  In this way, all of the required 43 characters of data will be sent to the PC within 0.5 

seconds.  This is often (more than) adequate.  However, if necessary, we can reduce this time 

by checking the buffer more frequently.  Note that because we do not have to wait for each 

character to be sent, the process of sending data from the buffer will be very fast (typically a 

fraction of a millisecond). 
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Figure 7: A schematic representation of the software architecture used in the RS-232 library. 

This is an example of an effective solution to a widespread problem.  The problem is 

discussed in more detail in the pattern MULTI-STAGE TASK [Pont, 2001]. 



Example: Rapid data acquisition 
The previous example involved sending data to the outside world.  To solve the design 

problem, we opted to send data at a rate of one character every millisecond.  In many cases, 

this type of solution can be effective. 

 

Consider another problem (again taken from a real design).  This time suppose we need to 

receive data from an external source over a serial (RS-232) link.  Further suppose that these 

data are to be transmitted as a packet, 100 ms long, at a baud rate of 115 kbaud.  One packet 

will be sent every second for processing by our embedded system. 

 

At this baud rate, data will arrive approximately every 87 µs.  To avoid losing data, we would 

– if we used the architecture outlined in the previous example – need to have a system tick 

interval of around 40 µs.  This is a short tick interval, and would only produce a practical 

TTC architecture if a powerful processor was used. 

 

However, a pure TTC architecture may still be possible, as follows.  First, we set up an ISR, 

set to trigger on receipt of UART interrupts: 
 
void UART_ISR(void) 
   { 
   // Get first char 
 
   // Collect data for 100 ms (with timeout) 
   } 

 

These interrupts will be received roughly once per second, and the ISR will run for 100 ms.  

When the ISR ends, processing continues in the main loop: 
 
void main(void) 
   { 
 
   ... 
 
   while(1) 
      { 
      Process_UART_Data(); 
      Go_To_Sleep(); 
      } 
   } 

 

Here we have up to 0.9 seconds to process the UART data, before the next tick. 

What should you do if a pure TTC architecture cannot meet your application needs? 
In the previous two examples, we could produce a clean TTC system with appropriate design.  



This is – of course – not always possible.  For example, consider a wireless 

electrocardiogram (ECG) system (Figure 8). 

 

 

Figure 8: A schematic representation of a system for ECG monitoring.   
See Phatrapornnant and Pont (2004) for details. 

An ECG is an electrical recording of the heart that is used for investigating heart disease.  In 

a hospital environment, ECGs normally have 12 leads (standard leads, augmented limb leads 

and precordial leads) and can plot 250 sample-points per second (at minimum).  In the 

portable ECG system considered here, three standard leads (Lead I, Lead II, and Lead III) 

were recorded at 500 Hz.  The electrical signal were sampled using a (12-bit) ADC and – 

after compression – the data were passed to a “Bluetooth” module for transmission to a 

notebook PC, for analysis by a clinician (see Phatrapornnant and Pont, 2004) 

 

In one version of this system, we are required to perform the following tasks: 

• Sample the data continuously at a rate of 500 Hz.  Sampling takes less than 0.1 ms. 

• When we have 10 samples (that is, every 20 ms), compress and transmit the data, a 
process which takes a total of 6.7 ms. 

 

In this case, we will assume that the compression task cannot be neatly decomposed into a 

sequence of shorter tasks, and we therefore cannot employ a pure TTC architecture.   

 

In such circumstances, it is tempting to opt immediately for a full pre-emptive design.  

Indeed, many studies seem to suggest that this is the only alternative.  For example, Locke 

(1992) - in a widely cited publication - suggests that “traditionally, there have been two basic 

approaches to the overall design of application systems exhibiting hard real-time deadlines: 



the cyclic executive … and the fixed priority [pre-emptive] architecture.” (p.37).  Similarly, 

Bennett (1994, p.205) states: “If we consider the scheduling of time allocation on a single 

CPU there are two basic alternatives: [1] cyclic, [2] pre-emptive.”  More recently Bate 

(1998) compared cyclic executives and fixed-priority pre-emptive schedulers (exploring, in 

greater depth, Locke’s study from a few years earlier). 

 

However, even if you cannot – cleanly - solve the long task / short response time problem, 

then you can maintain the core co-operative scheduler, and add only the limited degree of 

pre-emption that is required to meet the needs of your application. 

 

For example, in the case of our ECG system, we can use a time-triggered hybrid architecture. 

 

Time
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Tick
Sub-ticks

Pre-emptive task

 

Figure 9: A “hybrid” software architecture.  See text for details. 

In this case, we allow a single pre-emptive task to operate: in our ECG system, this task will 

be used for data acquisition.  This is a time-triggered task, and such tasks will generally be 

implemented as a function call from the timer ISR which is used to drive the core TTC 

scheduler.  As we have discussed in detail elsewhere (Pont, 2001: Chapter 17) this 

architecture is extremely easy to implement, and can operate with very high reliability.  As 

such it is one of a number of architectures, based on a TTC scheduler, which are co-

operatively based, but also provide a controlled degree of pre-emption. 

 

As we have noted, most discussions of scheduling tend to overlook these “hybrid” 

architectures in favour of fully pre-emptive alternatives.  When considering this issue, it 

cannot be ignored that the use of (fully) pre-emptive environments can be seen to have clear 

commercial advantages for some companies.  For example, a co-operative scheduler may be 

easily constructed, entirely in a high-level programming language, in around 300 lines of ‘C’ 



code.  The code is highly portable, easy to understand and to use and is, in effect, freely 

available.  By contrast, the increased complexity of a pre-emptive operating environment 

results in a much larger code framework (some ten times the size, even in a simple 

implementation: Labrosse 1992).  The size and complexity of this code makes it unsuitable 

for ‘in house’ construction in most situations, and therefore provides the basis for commercial 

‘RTOS’ products to be sold, generally at high prices and often with expensive run-time 

royalties to be paid.  The continued promotion and sale of such environments has, in turn, 

prompted further academic interest in this area.  For example, according to Liu and Ha, 

(1995): “[An] objective of reengineering is the adoption of commercial off-the-shelf and 

standard operating systems.  Because they do not support cyclic scheduling, the adoption of 

these operating systems makes it necessary for us to abandon this traditional approach to 

scheduling.” 

Related patterns and alternative solutions 
We highlight some related patterns and alternative solutions in this section. 

Implementing a TTC Scheduler 

The following patterns describe different ways of implementing a TTC PLATFORM: 

• TTC – SL SCHEDULER 

• TTC-ISR SCHEDULER 

• TTC SCHEDULER 

 

Alternatives to TTC scheduling 
If you are determined to implement a fully pre-emptive design, then Jean Labrosse (1999) 

and Anthony Massa (2003) discuss – in detail – the construction of such systems. 

Reliability and safety implications 
For reasons discussed in detail in the previous sections of this pattern, co-operative 

schedulers are generally considered to be a highly appropriate platform on which to construct 

a reliable (and safe) embedded system. 

Overall strengths and weaknesses 
☺ Tends to result in a system with highly predictable patterns of behaviour. 

/ Inappropriate system design using this approach can result in applications which have a 
comparatively slow response to external events. 
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TTC-SL SCHEDULER 
{pattern} 

Context 
• You have decided that a TTC PLATFORM will provide an appropriate basis for your 

embedded system. 

and 

• Your application will have a single periodic task (or a single transaction). 

• Your task / transaction has soft or firm constraints. 

• There is no risk of task overruns (or occasional overruns can be tolerated). 

• You need to use a minimum of CPU and memory resources. 

Problem 
How can you implement a TTC PLATFORM which meets the above requirements? 

Background 
See TTC PLATFORM for relevant background information. 

Solution 
A TTC-SL Scheduler allows us to schedule a single periodic task.  To implement such a 
scheduler, we need to do the following: 

1. Determine the task period (that is, the interval between task executions). 

2. Determine the worst case execution time (WCET) of the task. 

3. The required delay value is task period – WCET.   

4. Choose an appropriate delay function (e.g.  SOFTWARE DELAY or HARDWARE DELAY: 
Pont, 2001) that meets the delay requirements. 

5. Implement a suitable SUPER LOOP (Pont, 2001) containing a task call and a delay call. 

 

For example, suppose that we wish to flash an LED on and off at a frequency of 0.5 Hz (that 

is, on for one second, off for one second, etc).  Further suppose that we have a function - 

LED_Flash_Update() – that changes the LED state every time it is called. 

 

LED_Flash_Update() is the task we wish to schedule.  It has a WCET of approximately 0, 

so we require a delay of 1000 ms.  Listing 1 shows a TTC-SL Scheduler framework which 

will allow us to schedule this task as required.   



 
#include "Main.h" 
#include "Loop_Del.h" 
#include "LED_Flas.h" 
 
void main(void) 
   { 
   LED_Flash_Init(); 
 
   while (1)  
      { 
      LED_Flash_Update(); 
      Loop_Delay(1000);     // Delay 1000 ms 
      }    
   } 
 

Listing 1: Implementation of a TTC-SL SCHEDULER 

Related patterns and alternative solutions 
We highlight some related patterns and alternative solutions in this section. 

• SOFTWARE DELAY 

• HARDWARE DELAY 

• TTC-ISR SCHEDULER 

• TTC SCHEDULER 

Reliability and safety implications 
In this section we consider some of the key reliability and safety implications resulting from 

the use of this pattern. 

Running multiple tasks 
TTC-SL SCHEDULERS can be used to run multiple tasks with soft timing requirements.  It is 

important that the worst-case execution time of each task is known before hand to set up the 

appropriate delay values. 

Use of Idle mode and task jitter 
The processor does not benefit from using idle mode.  There is considerable jitter in 

scheduling tasks when using a SUPERLOOP in conjunction with a SOFTWARE DELAY.   

What happens if a task overruns? 
Task overruns are undesirable and can upset the proper functioning of the system. 

Overall strengths and weaknesses 
☺ Simple design, easy to implement 

☺ Very small resource requirements 

/ Not sufficiently reliable for precise timing 



/ Low energy efficiency, due to inefficient use of idle mode 

Further reading 
Pont, M.J.  (2001) “Patterns for Time-Triggered Embedded Systems: Building Reliable 

Applications with the 8051 Family of Microcontrollers”, Addison-Wesley / ACM 
Press.  ISBN: 0-201-331381.   

Pont, M.J.  (2002) “Embedded C”, Addison-Wesley.  ISBN: 0-201-79523-X.   

Pont, M.J.  (2004) “A “Co-operative First” approach to software development for reliable 
embedded systems”, invited presentation at the UK Embedded Systems Show, 13-14 
October, 2004.  Presentation available here: www.le.ac.uk/eg/embedded 



TTC-SL SCHEDULER [C, C167] 
{pattern implementation example} 

Context 
• You wish to implement a TTC-SL SCHEDULER [this paper] 

• Your chosen implementation language is C2. 

• Your chosen implementation platform is the C167 family of microcontrollers. 

Problem 
How can you implement a TTC-SL SCHEDULER for the C167 family of microcontrollers? 

Background 
- 

Solution 
Listing 2 shows a complete implementation of a “flashing LED” scheduler, based on the 

example in TTC-SL Scheduler (Solution section). 

 

                                                 
2  The examples in the pattern were created using the Keil C compiler, hosted in a Keil uVision 3 IDE. 



/*------------------------------------------------------------------*- 
 
   LED_167.C (7 November, 2001) 
 
  ------------------------------------------------------------------ 
    
   Simple 'Flash LED' test function for C167 scheduler. 
 
-*------------------------------------------------------------------*/ 
 
#include "Main.h" 
#include "Port.h" 
#include "LED_167.h" 
 
// ------ SFRs ----------------------------------------------------- 
 
sfr PICON = 0xF1C4; 
 
// ------ Private variable definitions ----------------------------- 
 
static bit LED_state_G; 
 
/*------------------------------------------------------------------*- 
 
  LED_Flash_Init() 
 
  - See below. 
-*------------------------------------------------------------------*/ 
void LED_Flash_Init(void) 
   { 
   LED_state_G = 0; 
 
   PICON = 0x0000; 
 
   P2   = 0xFFFF;  // set port data register 
   ODP2 = 0x0000;  // set port open drain control register 
   DP2  = 0xFFFF;  // set port direction register 
   } 
 
/*------------------------------------------------------------------*- 
 
  LED_Flash_Update() 
 
  Flashes an LED (or pulses a buzzer, etc) on a specified port pin. 
 
  Must schedule at twice the required flash rate: thus, for 1 Hz 
  flash (on for 0.5 seconds, off for 0.5 seconds) must schedule 
  at 2 Hz. 
 
-*------------------------------------------------------------------*/ 
void LED_Flash_Update(void) 
   { 
   // Change the LED from OFF to ON (or vice versa) 
   if (LED_state_G == 1) 
      { 
      LED_state_G = 0; 
      LED_pin0 = 0; 
      } 
   else 
      { 
      LED_state_G = 1; 
      LED_pin0 = 1; 
      } 
   } 

Listing 2: Implementation of a simple task – LED_Flash_Update on C167 platform 



//------------------------------------------------------------------- 
// 
//   File: Delay.C (v1.00) 
//   Author: M.J.Pont 
//   Date: 05/12/2002 
//    Description: Simple hardware delays for C167. 
// 
//-------------------------------------------------------------------- 
 
#include "hardware_delay_167.h" 
 
//------------------------------------------------------------------ 
// 
//  Hardware_Delay() 
// 
//  Function to generate N millisecond delay (approx).   
// 
//  Uses Timer 2 in GPT1. 
// 
//------------------------------------------------------------------ 
void Hardware_Delay(const tWord N)    
{ 
   tWord ms; 
 
      // Using GPT1 for hardware delay (Timer 2) 
      T2CON = 0x0000; 
      T3CON = 0x0000; 
         
      // Delay value is *approximately* 1 ms per loop    
      for (ms = 0; ms < N; ms++) 
    { 
         // 20 MHz, prescalar of 8  
         T2 = 0xF63C;  //  Load timer 2 register 
 
         T2IR = 0;          // Clear overflow flag 
         T2R = 1;           // Start timer  
 
         while (T2IR == 0); // Wait until timer overflows  
 
         T2R = 0;           // Stop timer  
    } 
}         

Listing 3: Hardware Delay implemented on C167 platform.   

void main(void) 
   { 
   // Prepare for the 'Flash_LED' task 
   LED_Flash_Init(); 
 
   while(1) 
      { 
      LED_Flash_Update(); 
      Hardware_Delay(1000); 
      } 
   } 

Listing 4: Using a simple SUPERLOOP architecture to schedule an LED_Flash_Update task.  
The LED continuously flashes on for 1s and off for 1s 

Further Reading 
- 
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